stock-max

I build Al you can trust

A working agentic Al system for equity analysis:

gated where it matters, graded on every run.

El’lC Cohen product manager - a career where numbers face audits cohenemc@gmail.com
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WHY THIS SYSTEM EXISTS

Al produces numbers far faster than it
produces reasons to trust them.
Closing that gap is the product.

It does one job: read a stock against the companies it truly competes with, and judge whether the price

1s out of line.

The user is an investor, and the answers end in buy, sell, or pass. At the
moment of decision, a number is either proven or merely plausible.

The bet behind this system is that proof can be designed, not hoped for. Every
slide that follows is a piece of that design.

v

NUMBERS PRODUCED

REASONS TO TRUST THEM >

THE GAP CLOSED BY DESIGN



THE AI PROPOSES, A HUMAN DECIDES

I put a human in the loop
on every call the AI makes.

I built the agent to do the analysis, so the investor Is free to

. . FIG THE ENGINE RUNS ON APPROVAL NVDA
focus on the decisions.

THE AI PROPOSES A HUMAN LOCKS IN

Gating every step would mean doing the analysis twice. Gating
. . reads the 10-K, finds 11 review, edit, confirm
none would mean trusting the Al with the answer. | drew the

line at consequence: the Al reads, computes, and builds
splits by business model -

. confirm the split
median gap

unattended, and the calls that shape the answer stop until a
human locks them in. The result is a powerful engine that

never finishes unchecked.

picks the multiples each
needs

accept or adjust

THE OUTPUT a ranked, graded call, for the investor to act on

RUNS FINISH WITHOUT A > . . . .
O THE prRobucT caLL A capable Al, kept under a human’s command. Designing that balance is the AI-PM job.

HUMAN SIGN-OFF



PROVING THE OUTPUT FULL CASE STUDY -~

I make every number
safe to act on.

An investor acts on these numbers, and a wrong one costs

. THE EVAL TWO INDEPENDENT PATHS TO ONE NUMBER
real money. So I don'’t trust Al output, only proof it can’t °

fake.

raw inputs - single source of truth

The Al wrote the first version of this proof, and it graded its own
work against a copy of itself. Every test came back green; one

number still looked wrong. Both couldn’t be true. | caught the
circle, re-architected the proof, then planted bad math to

confirm the rebuilt check fails exactly when it should.

they can’t agree on a wrong answer.

WRONG NUMBERS REACHED ME . . o o o
O ACROSS 23 RUNS THE propucT caLL An Al feature isn’t done when it works. It’s done when the user can trust it, so I build the proof in.


https://ericmatthewcohen.com/CaseStudy1_ProvingTheMath.pdf

JUDGMENT BEYOND PROOF

I fixed a whole class of wrong answers
without touching the math.

Every check in this system can pass and the call can still be

wrong. Catching that takes judgment. Fixing it takes WHAT THE SYSTER TRUSTED + BEFORE + AFTER - 25

design.

one signal - the last five years

One run read a stock as 341% undervalued. No heavily
covered company trades at a quarter of its worth, so | pulled
the call and traced the system’s confidence to its source: five

a backward signal can’t see a turn

years of 40%-a-year growth had ended, and it was still pricing forward evidence leads - history is the fallback,
the old pace. | rebuilt what growth means to the engine. what’s expected next never the default

the evidence the system weighs

+341% +27% IMPLIED UPSIDE ON THE SAME STOCK, THE propuCT caLL Evals are necessary, not sufficient. When judgment catches
BEFORE AND AFTER THE REDESIGN what they can’t, I build the judgment in.



GOVERNING WHAT THE AI WRITES

The Al never gets a blank page.
I designed what it’s allowed to recommend.

Every run ends in a written recommendation: the

conviction call the investor acts on. Those words carry THE VERDLICT GATE - WORDS V5. HATH
more Welght than anynumberin themode], SO theyfécea THE FIXED MENU - A VERDICT IS ONE OF THESE WORDS

test 0fthe1r own. high conviction attractive overvalued avoid

This system once wrote a summary figure that existed nowhere
in the data. That is the defining risk of generative Al, and it
surfaced in my own product. | caught it and split the writing job:

implied upside - re-derived multiples vs. peer median -

re-counted
code now produces every number in the summary, and the Al’s

recommendation must clear a data check before the run can
finish.

flagged,
never waved through

1 OO% OF CONVICTION CALLS THE probucT caLL  The riskiest Al output is the one a user believes. So the last thing the system checks

ARE TESTED AGAINST THE DATA is the first thing the user reads.



THE RIGHT RULE, AT THE RIGHT MOMENT FULL CASE STUDY -~

I made the agent more reliable as it did more,
by loading fewer rules at once.

The more rules an agent holds at once, the worse it follows

them. Reliability isn’t about adding rules. It’s about which ONE RULEBOOK = CORE + ON-DENAND

one the agent is holding the moment it acts.

one rulebook - loaded every run

A skipped rule leaves no mark. A wrong answer comes back
. .. X the rule that matters, buried in ~100 that don’t apply
looking as finished as a right one.

A single rulebook loaded every run was the right call when the
system was small. As it grew, the bottleneck became attention.
So | split the rulebook and put a gate on the load. An

instruction to load first is a request the agent can miss. A gate
is not.

5 ( % LESS CONTEXT CARRIED THE prooucT caLL A reliable agent is engineered, not prompted. I design what it holds so the rule that matters

INTO EVERY RUN can’t get lost.


https://ericmatthewcohen.com/CaseStudy2_CalibratedAutonomy.pdf

THE IMPROVEMENT LOOP

This system logs its own failures
and drafts its own fixes.
Nothing changes without me.

A product improves at the speed its failures become fixes.
A FAILURE BECOMES A RULE CHANGE

So I built the loop that turns one into the other, and

pointed it at the system’s own rules. a check fails - the system logs it

The tempting build was an LLM that reads each failure and
rewrites its own rules. | built the boring version on purpose:

the failure maps to the rule that owns it

deterministic drafting from a map | designed, predictable and
auditable. The Al doesn’t apply its own edits today. Whether it
ever should is a risk decision, and evals are what make it a

a change is drafted : queued for review

decision instead of a guess.

the rules update - the next run answers to them

five in one component across ten runs

3 AI SKILLS COMPOSED INTO THE BUILD:

CEer DESTEN . DEBUGGING . CODE REVIEM THE prRoDUCT caLL This is how one person ships at team speed: delegate the work, never the judgment.



SAME TASK, TWO OUTPUTS

Institutional-grade output,
on consumer-priced data.

Anthropic ships an open-source comps reference,
ONE RUN OF EACH

deliberately bare, built to be tailored. I ran it side by side

THE REFERENCE STOCK-MAX

Wltb mysystem andkeptu:s OUtPUt as m-y b&SC]]H@. named from the model’s found in the company’s 10-K - validated

general knowledge by revenue mix - split by business model

An enterprise data contract never made sense for one person.
My bet was that it didn’t have to: | could engineer trust into the

one standard set - last picked per business model - trailing 12m
fiscal year + analyst forwards

methodology layer instead of buying it from a data vendor. The

eval framework - data confidence -
failure-mode log

delta in the figure is that bet, measured. documented, not verified
THE REFERENCE STOPS HERE

growth-adjusted bands -» weighted implied
price - every peer ranked

a written summary, checked against the
recomputed math

SPENT ON ENTERPRISE oy oo . .
$ O THE propuCT caLL The data sets the floor. The methodology sets the ceiling, and the ceiling is the part you design.

DATA CONNECTORS



THE OPERATING RECORD

An Al product you can trust
is run by its numbers.
These are mine.

The system 1s designed to catch its own flaws and improve

i ] . . FIG THE LEDGER AS OF 2026-07-09
run over run. This page is the record it keeps on itself.
THE OUTCOME THE WORK
One side of this ledger proves the system does its job. The analysis runs on the record backlog items shipped
other is the work: what shipped, what broke, and the eight company analyses across them eval log findings

items still open, one major, prioritized and worked like any
product backlog. And every failure on this page was caught by

check families grading each run fixed

blocking failures escaped still open, one major

a check or my own review, before anyone acted on a bad
number.

regression tests on its own codebase

7 eekS FROM FIRST COMMIT TO EVERYTHING ON THE propucT caLL A demo shows what an Al product can do. An operating record shows how

THIS PAGE, BUILT NIGHTS AND WEEKENDS it iS managed.



WHO BUILT THIS COHENEMC@GMAIL.COM

I built my career shipping product
where every number faces an audit.
This system holds Al to the same standard.

I scoped agentic Al strategy for Goldman Sachs’ KYC program. Then I built and operate my own
agentic system end to end, to know what that strategy feels like in practice.

That pilot carried two design signatures: a human at the decision
point, and an agent that writes down its rationale for review. The
system you just read runs on the same pattern.

Advising a bank showed me where the line belongs. Building one
myself taught me what holding that line costs.

FORMAL TRAINING agentic AI systems, including the tooling this one is built on - AI evaluation - machine learning fundamentals (Stanford/DeepLearning.AI)

full credentials ~

wHAT 1°D BRING 1he product calls an Al team needs made: where the human sits, what gets gated, how trust gets proven. I've made each one myself; so I

know what I'm asking of the people who build it.


mailto:cohenemc@gmail.com
https://ericmatthewcohen.com/Credentials_Addendum.pdf

